
CASE STUDY / UNT

About UNT
 One of the nation’s largest 

universities

 Consists of 12 schools and colleges, 

42,000 students, and 380,000  

active alumni

	 Offers	100	bachelor’s,	83	master’s,	 
and 37 doctoral degree programs

 Main campuses in Denton, Dallas,  

and Ft. Worth, TX

Objectives
To	enable	their	‘Insights	Analytics’	
initiative, which provides real-time 

data to improve enrollment, retention, 

and the overall student experience, 

ensuring	the	university’s	strategic	
competitive advantage.

Solution
A	central	part	of	the	project	included	
building	a	Hadoop	data	lake	that	
provides	a	collective	repository	for	the	
streaming,	real-time	data	that	Attunity	
Replicate ingests from several sources 

for	analytic	and	reporting	needs.

University of North Texas Creates a Real-Time Hadoop 

Data Lake to Enhance the Student Experience 

“ Using Attunity Replicate, we were able to create our strategic analytical platform, 
Insights Analytics, which allows us to make important operational decisions that 
benefit our staff and students. We are looking forward to benefitting on many 
levels with our new and innovative capabilities.”

— Juergen Stegmair, Lead for Database Administration at UNT System (ITSS)

 

The	University	of	North	Texas	is	one	of	the	nation’s	largest	universities,	with	12 schools	
and	colleges,	42,000	students,	and	380,000	active	alumni.	The	university	offers	100	
bachelor’s,	83	master’s,	and	37	doctoral	degree	programs.	With	main	campuses	in	Denton,	
Dallas,	and	Ft.	Worth,	the	University	of	North	Texas	provides	access,	welcoming	diversity	
and	strengthening	collaborations	with	many	educational,	business,	and	community	partners,	
as	well	as	building	new	partnerships	across	the	globe.

Creating a Hadoop Data Lake for Student Analytics 
As	the	business	side	of	the	University	of	North	Texas	tried	to	track	student	success,	attrition,	and	
other	key	indicators,	the	team	realized	that	it	needed	to	enable	real-time	student	domain	analytics.	
To	support	the	institution’s	requirement	for	better	insights	and	real-time	data-driven	decisions,	
UNT	System	launched	the	‘Insights	Analytics’	initiative.	The	goal	of	Insights	Analytics	is	to	provide	
real-time data to improve enrollment, retention, and the overall student experience, ensuring their 

success	—	the	university’s	strategic	competitive	advantage.	A	central	part	of	this	project	included	
building	a	Hadoop	data	lake	that	provides	a	collective	repository	for	streaming,	real-time	data	from	
several	sources	for	analytic	and	reporting	needs.	

The	IT	Shared	Services	(ITSS)	team	at	UNT	System	implemented	a	Hortonworks	cluster	to	house	
the	data	lake.	This	hyperconverged	infrastructure	resides	on-premises	and	is	comprised	of	EMC	
Isilon,	converged	compute	from	EMC,	and	HDP	from	Hortonworks.	“We	selected	Hadoop	because,	
in	addition	to	its	cost	efficiencies	and	compute	power,	we	want	the	ability	to	support	unstructured,	
structured,	and	streaming	data,”	said	Juergen	Stegmair,	Lead	for	Database	Administration	at	ITSS.

Numerous	sources	of	data	had	to	be	fed	into	the	data	lake.	This	included	information	from	Oracle	
and	SQL	Server,	PeopleSoft	on	Oracle,	third-party	applications,	and	the	University’s	“Blackboard	
Learn”	learning	management	system.	During	the	first	phase	of	the	Insights	Analytics	project,	the	
team’s	goal	was	to	process	300	to	400	GB	of	information	and	350	tables.	A	major	challenge	was	
determining	how	to	transfer	the	information	to	the	data	lake	and	keep	it	up-to-date	in	real-time.		

Feeding the Data Lake 
The	technical	team	evaluated	different	options	for	feeding	information	into	the	Hadoop	data	lake.	
“Custom	coding	was	one	option,	but	we	wanted	to	avoid	that	due	to	tight	project	timeframes	and	
the	ongoing	maintenance	costs,”	said	Stegmair.	The	team	initially	elected	to	move	forward	with	
Apache	Sqoop.	Unfortunately,	this	option	had	many	hurdles	and	inefficiencies.	

For	example,	with	Sqoop,	challenges	included	data	type	translation	issues,	unstable	processes,	
lots	of	coding	required	for	data	intake	scripts,	rudimentary	monitoring,	and	little	to	no	reporting	
capabilities.	Auditing,	data	lineage,	and	reporting	also	required	custom	work.	Data	intake	processes	
took	all	night	and	increased	in	duration	over	time.	Additionally,	errors	and	failures	associated	
with	batch	loading	took	many	hours	to	fix	overnight.	This	was	taking	a	toll	on	the	technical	
implementation	team	staff.	
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Finding an Easier Way to Update the Data Lake in Real-Time
To	meet	the	requirements	for	real-time	data	to	be	available	for	analytics,	rather	than	exporting	the	
full	data	set	which	seemed	inefficient	given	the	large	volume	of	data,	EDBA	team	opted	for	‘change	
data	capture’	technology	for	performance	and	system	efficiency.

Given	the	challenges,	the	team	began	exploring	other	alternatives	for	feeding	the	Insights	Analytics	
data	lake.	They	considered	MuleSoft,	Oracle	GoldenGate,	and	Attunity	Replicate.	MuleSoft	wasn’t	
effective	for	SQL	Server	and	Oracle,	while	Oracle	GoldenGate	was	out	of	the	University’s	price	range.	
The	IT	Shared	Services	team	felt	that	Attunity	Replicate	was	the	best	fit	and	value	for	their	needs.	It	
includes	change	data	capture	(CDC)	for	the	University’s	SQL	Server	and	Oracle	sources,	is	easy	to	use,	
and	the	price	was	right.	Compared	to	Apache	Sqoop,	Attunity	Replicate’s	enterprise	capabilities	were	
a welcome change. 

With	Attunity	Replicate,	the	University	of	North	Texas	uses	three	different	data	loading	methods	to	
feed	the	Hadoop	data	lake:

1.	 Full	loads.	This	approach	was	used	for	initial	population	of	the	data	lake.	

2.	 Change	data	capture	(CDC).	This	technique	is	used	to	optimize	processing	times	and	to	
incorporate	new	data	sources.	CDC	provides	data	consumers	with	data	lineage	and	history.

3.	 Incremental	loads.	This	approach	is	used	for	tables	when	needed.	

The	technical	team	sees	many	benefits	to	using	Attunity	Replicate.	The	solution	provides	increased	
agility	and	real-time	data	ingestion	across	heterogeneous	operational	databases	and	analytic	platforms.	
“Attunity’s	real-time	updates	are	essential	during	enrollment	periods	and	when	classes	are	filling	up.	
These	are	periods	when	decision-makers	demand	higher	frequency	updates	to	data.	The	information	
in	Insight	Analytics	helps	us	understand,	among	many	other	insights,	what	classes	students	want	to	
enroll	in,	which	classes	are	full,	and	where	attrition	can	be	improved,”	observed	Stegmair.

In	addition,	the	team	now	has	a	granular	view	into	data	objects	and	can	determine	which	tables	need	
more	frequent	updates.	This	enables	the	group	to	make	informed	decisions	about	table	strategies.	
Looking	ahead,	the	University	has	plans	to	put	Attunity	Replicate	to	work	to	support	social	media	data	
ingest	for	sentiment	analysis,	increased	data	volumes,	and	potential	future	migration	to	Kafka	or	Storm.	
“By	using	Attunity,	we	have	better	data	governance.	Moving	forward,	data	inconsistencies	will	be	a	thing	
of	the	past	and	the	effort	associated	with	reporting	will	be	dramatically	reduced,”	noted	Stegmair.	

Making Better, Faster Business Decisions Through Analytics
The	Insight	Analytics	platform	offers	up-to-date	information	that	improves	the	University	of	North	
Texas’s	strategic,	technical,	and	operational	decisions.	It	answers	questions	related	to	improving	
enrollment,	increasing	retention,	and	ensuring	a	high-quality	student	experience.	

Looking	ahead,	the	University	plans	to	implement	traditional	reporting	like	Factbook	and	present	data	
in	new	ways	with	SAS	Visual	Analytics.	During	the	next	phase	of	the	Insight	Analytics	project,	the	IT	
Shared	Services	team	expects	to	integrate	information	about	research	funding	and	grants,	as	well	as	
Salesforce	data	from	the	student	marketing	organization	and	information	from	60	to	80	other	apps	
into	the	data	lake.	Social	media	data	will	be	added	later	for	sentiment	analysis.	

The	University	of	North	Texas	intends	to	offer	Hadoop	as	a	service	to	faculty	and	research	teams.	
The	Insights	Program	encompasses	all	projects	in	this	sphere,	as	well	as	the	creation	of	dashboards,	
reports,	and	a	data	governance	and	data	management	framework.	

“IT	Shared	Services	is	continually	growing	in	our	capacity	to	engage	with	partners	like	our	campuses	 
to	deliver	strategic	initiatives,”	said	Kendra	Ketchum,	Chief	Technology	Officer	at	UNT	System	(ITSS).	

Stegmair	added,	“Using	Attunity	Replicate,	we	were	able	to	create	our	strategic	analytical	platform,	
Insights	Analytics,	which	allows	us	to	make	important	operational	decisions	that	benefit	our	 
staff	and	students.	We	are	looking	forward	to	benefitting	on	many	levels	with	our	new	and	 
innovative	capabilities.”

“ In order to positively  
influence the lives of  
students, faculty, staff and 
to improve the health of 
the enterprise as well as 
positively influence the 
quality of our student’s 
experience, it is of great 
value to have real-time 
data available to enable 
data-driven insights and 
decision making.”

— Kendra Ketchum,  
Chief Technology Officer at  

UNT System (ITSS)

University Benefit Highlights

	 Able	to	create	its	strategic,	
analytical	platform,	Insights	
Analytics,	supporting	important	
operational decisions

	 Easily	integrate	data	on	research	
funding	and	grants,	Salesforce	
data	from	the	student	marketing	
organization,	and	info	from	60	to	
80	other	apps	into	the	data	lake

 Up-to-date info improves 

UNT’s	strategic,	technical,	and	
operational	decision-making

	 Questions	answered	related	to	
improving enrollment, increasing 

retention, and ensuring a high 

quality	student	experience	


